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ABSTRACT: Decomposition-assisted forecasting is widely used for non-stationary industrial signals, but its reported
accuracy can be inflated when decomposition is fitted to a full sequence or to a validation/test block. In that setting,
future observations enter the features assigned to earlier prediction samples. This study examines this leakage problem
for selective catalytic reduction (SCR) inlet NOy forecasting in municipal solid waste incineration and evaluates a
sample-wise causal CEEMDAN-RawFusion-Attn-InformerLite predictor. Each CEEMDAN representation is generated
only from the historical window available at the prediction time, and five-seed averages are used as the primary
evidence. Full-series and block-wise CEEMDAN produced apparently high R* values of 0.9798 and 0.9745, whereas
the leakage-controlled protocol gave R* = 0.9357 and RMSE = 6.1210 for the representative proposed run. Across five
seeds, the proposed predictor had a slightly lower mean accuracy than BiLSTM (R* lower by 0.0011) while using
70.3% fewer trainable parameters. The results indicate that leakage control is essential when using decomposition-
based industrial forecasting, and that compact predictors should be evaluated together with decomposition cost before
plant-side deployment.

KEYWORDS: NOx; forecasting; CEEMDAN; RawFusion; leakage-controlled evaluation; InformerLite; municipal solid
waste incineration

1 Introduction

Minute-ahead forecasting of SCR inlet NOy concentration is directly relevant to ammonia injection
in flue-gas denitrification systems [1]. In MSW incineration plants, NOy generation is affected by refuse
heterogeneity, combustion-air distribution, furnace thermal state, and flue-gas transport delay. These factors
make the sequence non-stationary and locally irregular, which is why data-driven soft sensors have become
a practical alternative to direct measurement in the process industry [2]. For operation, the control system
needs a timely estimate of whether inlet NOy is about to rise or fall.

Short-horizon prediction can support ammonia-flow adjustment before a NOy rise reaches the catalyst
inlet. It can also help avoid unnecessary ammonia injection when the inlet concentration is about to decline.
A plant-side model should therefore combine forecasting accuracy, causal validity, and feasible computation.

Deep learning methods have been increasingly adopted for industrial soft sensing and sequential
prediction. LSTM and bidirectional recurrent networks remain attractive because they can model nonlinear
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temporal dependence and historical context [3,4]. Attention-enhanced recurrent models further improve
the selective use of relevant timesteps [5], while Transformer-family architectures summarize temporal
interactions in parallel and have become an important alternative for time-series forecasting [6-8].

For highly non-stationary industrial series, decomposition-assisted modeling is often used to reduce
scale mixing before prediction. The empirical mode decomposition family, VMD, and CEEMDAN
separate the raw signal into components with different characteristic scales [9-12]. A recent VMD-SE-
transformer-BiLSTM load-forecasting study also reflects the broader use of VMD with attention and
recurrent architectures in short-term industrial prediction [13]. Related NOy forecasting studies have used
decomposition-assisted LSTM, LSTM-Transformer, and graph-based models [14-16]. For MSW incineration
specifically, several model families have been reported. Modular and brain-inspired networks decompose the
process into cooperating sub-models [17,18], while a denoising-plus-bidirectional-LSTM soft sensor targets
the noisy emission signal directly [19]. Dynamic modular, fuzzy, stochastic-configuration, and multitask
formulations have also been proposed to handle process nonlinearity and multiple operating regimes
[20-24], building on earlier radial-basis and NARX neural predictors [25,26]. These studies show that data-
driven NOy prediction is feasible, but reported performance depends strongly on sequence representation
and evaluation protocol. Crucially, most of these decomposition-assisted models apply the decomposition
to the full series or to an entire validation or test block, and report accuracy without verifying that every
feature could be generated in true real time. Whether decomposition-stage leakage materially inflates the
reported accuracy of industrial NOy forecasters, and how large that inflation is relative to the choice of neural
architecture, has therefore not been established under a strictly causal protocol.

Among decomposition methods, EMD is fully adaptive but is vulnerable to mode mixing; EEMD
mitigates mode mixing by adding ensemble noise but can leave reconstruction noise; CEEMDAN further
averages adaptively extracted components and keeps a more complete reconstruction; ICEEMDAN can
reduce residual noise further but increases implementation complexity; and standard VMD formulates mode
extraction as a variational problem that requires preselecting the number of modes and penalty settings
[9-12]. This limitation should be understood as applying to the standard VMD formulation used in the
present benchmark; adaptive and successive VMD variants have been proposed to relax or automate
the choice of mode number [27,28]. CEEMDAN was selected here because it is adaptive for nonlinear
univariate NOy signals, has a complete-reconstruction form, and can be executed independently on each
historical window.

Recent forecasting studies continue to combine VMD, CEEMDAN, or related decomposition methods
with recurrent, convolutional, Transformer, and attention-based predictors in industrial load, precipita-
tion, air-quality, and power-load applications [13,29-31]. These applications support the practical value of
decomposition for non-stationary sequences, but they also make leakage control more important because
the decomposition operator itself can use information from outside the forecasting history if the evaluation
protocol is not designed causally.

A key methodological risk in decomposition-assisted industrial forecasting is future-information
leakage during feature construction. When CEEMDAN, EMD, or VMD is applied to an entire validation or
test sequence, the representation of an earlier sample can depend on observations that would not be available
at the prediction time. This look-ahead bias was first analysed systematically for wavelet-based hydrological
forecasting, where decomposing the full series before splitting was shown to inflate reported skill and to break
down in genuine real-time operation [32]. The same mechanism applies to EMD-, VMD-, and CEEMDAN-
assisted models. This practice can inflate test accuracy while violating the online forecasting setting, and
the problem is especially important for short-horizon NOy prediction because high autocorrelation can
already make simple baselines competitive. Chronological and rolling-origin evaluation schemes are also
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recommended for time-series model assessment because random or non-causal validation can overestimate
forecasting skill [33,34].

We therefore treat CEEMDAN as a causal feature operator rather than as a full-series preprocessing
step. The study focuses on three linked questions: how much decomposition-stage leakage inflates apparent
forecasting accuracy, whether raw-enhanced mode fusion and a compact attention predictor remain com-
petitive under a causal protocol, and what accuracy-complexity trade-oft is obtained when decomposition
cost is reported separately from neural-network inference.

We identify the leakage problem, introduce the sample-wise causal decomposition and raw-fusion
predictor, and quantify the effect of decomposition protocol, component design, seed-level variability,
parameter sensitivity, and runtime cost.

2 Materials and Methods

2.1 Dataset Construction and Preprocessing

The experiments used a univariate SCR inlet NOy sequence recorded at one MSW incineration plant
over January and February. The raw plant record is already a continuous 1 min series with no missing values
and no timestamp gaps, so it was used directly without deletion, imputation, or removal of any samples.

Table 1 summarizes the final dataset used for all reported experiments. The final modelling sequence
contains 47,312 one-minute observations from 2026-01-04 00:00:00 to 2026-02-05 20:31:00, with zero
duplicated timestamps and zero missing NOy values. The data were split chronologically into training,
validation, and test segments before normalization, model fitting, or metric calculation.

Table 1: Jan-Feb SCR inlet NOy dataset and chronological data split.

Item Value
Total rows 47312
Sampling interval 1 min
Time span 2026-01-04 00:00:00 to 2026-02-05 20:31:00
Mean NOy 98.1678
Standard deviation 28.1679
Minimum/maximum 0.1267/398.5633
Training rows 33,118
Validation rows 7096
Test rows 7098
Duplicate timestamps 0
Missing NOy values 0

The only preprocessing applied to the NOx values was min-max normalization. To respect the causal
setting, the normalization was fitted on the training subset only and then reused, without refitting, on the
validation and test subsets, so that preprocessing statistics were not contaminated by future information. No
outlier removal, clipping, smoothing, or other value-altering operation was applied to the sequence.

Although the dataset is univariate, SCR inlet NOy is not an isolated sensor trace. It reflects refuse-feed
fluctuation, staged-air distribution, combustion intensity, flue-gas transport delay, and control carryover.
Short-lived disturbances and slower operating-state drift are therefore mixed in the same signal, motivating
the joint use of local raw history and multi-scale decomposition.
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Fig. 1 summarizes the sample-wise causal prediction procedure, including the continuous NOy input,
CEEMDAN decomposition on historical windows, raw-enhanced mode fusion, compact attention-based
forecasting, and leakage-controlled evaluation. Fig. 2 shows the Jan-Feb NOy sequence, the chronological
split used for model development, and a representative dynamic interval from the test segment.

NO. Causal . . . 60-s
( histo:'y J—b[ CEEMDAN H RawFusion H InformerLite forecast

Historical Raw + causal Accuracy and
window only modes runtime

Figure 1: Sample-wise causal CEEMDAN-RawFusion forecasting workflow for 60 s SCR inlet NOy prediction. The
upper row shows the online inference path from the historical NOy window through causal CEEMDAN, RawFusion
and InformerLite to the forecast; the lower boxes summarize the historical-window constraint, raw-mode fusion input
and evaluation outputs.
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Figure 2: SCR inlet NOy sequence and representative test-set variation. (a) Chronological January-February NOy
sequence with training, validation and test partitions; (b) Enlarged high-variation interval selected from the test subset.
NO concentration is reported in mg/m’.

2.2 Sample-Wise Causal CEEMDAN and Raw-Enhanced Mode Fusion

Let S ={y1, ¥2,...,yr} denote the chronological SCR inlet NOy sequence and let h be the fore-
casting horizon. For a prediction issued at time t, the target is y;,;. The admissible information set is
Fi=0(y1,...,y:), that is, the o-field generated by observations no later than time t. A forecasting feature
X is leakage-free only if it is measurable with respect to F;, i.e., determined only by observations available
up to time t.

For each t, a historical decomposition window H; = [¥¢_p41, ..., y:] is extracted. The CEEMDAN
operator with parameter vector 0 = (Niyial, Kmax, €) is written as Eq. (1), where C t(k) is the k-th IMF sequence
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and R, is the residual sequence. In the main experiment we used Ny;ja = 8, Kinax = 6, € = 0.005, and a normal
CEEMDAN noise scale of 1.0 as reproducible computational settings. These are empirical choices rather than
theoretical optima, and their influence is examined through the sensitivity screen in Section 3.7.

In implementation, CEEMDAN was applied independently to each historical window. For each window,
multiple noisy replicas were generated with a fixed random seed, empirical-mode extraction was applied to
each replica, the corresponding modes were averaged across the ensemble, and the residual was updated
after each extracted component. The retained channels therefore consisted of the averaged IMFs and the final
residual produced from that historical window only.

Do(H,) = {CV,...,c¥) R} 1)

The decomposed representation is normalized to a fixed channel number by keeping at most Ky,ax
IMFs and the residual. If fewer than Ky,,x IMFs are produced, the missing channels are zero-padded after
decomposition; if more are produced, only the first K,,x IMFs and the residual are retained. The last L
samples of these channels form M; € RL x (Kyax + 1).

The representative decomposition in Fig. 3b illustrates the resulting scale separation. The high-
frequency modes capture rapid minute-level fluctuation, whereas the lower-frequency modes and residual
track slower operating drift. This figure is descriptive and is not used as a separate training or validation result.
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Figure 3: CEEMDAN decomposition protocols and representative sample-wise causal modes. (a) Comparison of full-
series, block-wise and sample-wise causal CEEMDAN protocols; (b) Raw signal, IMFs and residual generated from a
representative D = 120 min historical window.

Raw-enhanced mode fusion is then defined as Eq. (2), where q; = [y¢-1+1,..., y¢]" is the raw NOx tail.
This differs from standard mode-only fusion because the raw level channel is preserved explicitly instead of
relying solely on reconstructed or decomposed modes.

X, = concat(M;, q;), X; € RE*(Kmaxt2) @)
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The compact attention predictor is written as iq. (3). The input is first projected to X; W), + P to give Z.
The encoder block produces Z = Encoder, (Z,); a distilling operation then compresses the local sequence,
attention pooling computes «; = softmax(v' tanh(Wz;)), and g = Z,a,z; is mapped to the forecast by an
MLP, ;. = MLP(g).

Yt+h = f(p(Xt) (3)

Proposition (Causality). Under fixed random seed and CEEMDAN noise settings, the feature X, is
measurable with respect to F, so prediction of y,,j uses no observation later than t.

Proof. The window H; = [ y¢-p+1, - - - » y¢| depends only on observations up to time t. With the seed and
noise settings fixed, the CEEMDAN output Dy(H;) is a deterministic function of H;, and the raw tail g, is
likewise a function of observations up to t. Hence X; = concat(M;, q;) is measurable with respect to F;. At
inference the predictor f, receives only X;, so no observation y, with 7 > t can enter feature generation or
the forecast of y;. .

The sample-wise computation is represented as the flowchart in Fig. 3a. At each target time, the
algorithm reads only the historical window, applies CEEMDAN to that window, retains the last L samples
of the selected IMFs and residual, appends the raw NOy tail, and sends the fused sequence to the predictor.
The procedure then advances to the next target time and repeats the decomposition independently, so
decomposed features are not shared from future target times.

Because the decomposition is recomputed for every prediction sample, decomposed features are never
shared across future target times.

This decomposition maps naturally onto the engineering setting. High-frequency IMFs track rapid
combustion disturbances and short-term operational perturbations, while the lower-frequency modes and
the residual describe slower drift, and the appended raw channel anchors the current SCR inlet NOy level.
That is why decomposition is paired with raw-level preservation instead of replacing the original signal.

Fig. 3 combines the protocol definition with a representative decomposition result. Full-series and
block-wise decomposition create leakage-biased forecasting evaluations because future samples participate
in the features assigned to earlier validation or test targets. In the sample-wise causal protocol, only the
history available at the target time enters CEEMDAN.

2.3 Attention-Weighted InformerLite Predictor
The predictor receives the fused sequence X, defined above and maps it to Y, First, X, is projected

to width dp,04e1 and combined with a positional encoding P:

Zo=X;W, +P (4)

The projected sequence is processed by a compact Transformer encoder block with multi-head self-
attention and a feedforward sublayer. A distilling block composed of ConvlD, an exponential linear unit
(ELU) activation [35], and MaxPoollD then shortens the token sequence:

Z; = MaxPool(ELU(ConvlD(Encoder(Zy)))) (5)

Positional encoding in Eq. (4) preserves token order, and the self-attention encoder models position-
dependent temporal interactions. After encoding and distillation, content-based additive attention pooling
is applied to the distilled tokens z;. The score in Eq. (6) contains no explicit positional or recency term;
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it weights the tokens according to their learned representations and aggregates them into the fixed-length
vector g:

exp(vT tanh(Wz;))

7 S exp(vT tanh(Wz;)) (©)
g=2ia;z; (7)
Yirn = MLP(g) (8)

Egs. (1) and (2) define the CEEMDAN decomposition and RawFusion construction of X;. Eqs. (4)-(8)
then define the predictor applied to X;: positional encoding preserves token order, self-attention models
position-dependent temporal interactions, the distilling block shortens the encoded sequence, content-based
attention pooling forms the fixed-length representation g, and the MLP maps g to the future target.

The architecture is kept compact because the task is short-horizon and univariate. The model does
not reproduce the full encoder-decoder Informer; it retains self-attention and distillation in a lower-
parameter predictor.

In this architecture, each stage serves a distinct purpose. Sample-wise causal CEEMDAN separates
historical disturbances by scale; RawFusion retains the current operating level that may otherwise be
distributed across decomposed modes; positional encoding and self-attention model position-dependent
temporal interactions; the distilling block shortens the encoded sequence; and content-based attention pool-
ing aggregates the distilled tokens into a fixed representation for single-step forecasting. The contribution of
each stage is interpreted through the causal evaluation results reported below.

2.4 Baselines, Hyperparameter Setting, and Component-Isolation Design

The benchmark was organized to compare raw-sequence predictors, decomposition-assisted predictors,
and low-complexity autoregressive references. The raw-sequence family contains LSTM, BiLSTM, GRU,
BiGRU, TCN, Transformer and InformerLite, together with persistence and Ridge-AR-30 references. The
decomposition family uses the same RawFusion-Attn-InformerLite predictor with CEEMDAN, EMD,
EEMD and VMD features. This design separates three questions: the value of nonlinear neural prediction at
the 60 s horizon, the effect of decomposition relative to raw short-horizon baselines, and the sensitivity of
the compact attention predictor to the decomposition method.

All stochastic neural models were evaluated with five seeds under the same chronological split,
60 s forecasting horizon and training-only preprocessing. The deterministic persistence and Ridge-AR-30
baselines were retained as low-complexity references. The decomposition comparisons used EMD, EEMD,
CEEMDAN and VMD, which were available in the verified software environment and implemented under
the same leakage-controlled feature-generation protocol.

The recurrent baselines were selected from a validation-based candidate pool, with hidden sizes from
128 to 256, one or two recurrent layers, dropout of 0.02-0.05, and learning rates from 5 x 1074 to 1 x 1073,
The temporal and CEEMDAN settings of the proposed model were h =1 min, D =120 min, L =12 min,
Nirial =8, Kmax = 6, and & = 0.005. The neural settings were dpyodel = 160, #head = 5, one encoder layer,
a feedforward expansion factor of 3, dropout = 0.02, learning rate =4 x 10~*, batch size = 512, up to 48
epochs, patience =10,and seed = 42 for the representative single run. The five-seed experiments used seeds
40-44 where applicable. The optimizer was Adam [36], and the proposed neural predictor contained 375,201
trainable parameters.
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Model complexity was evaluated by trainable parameter count, float 32 weight footprint, predictor-only
inference time, CEEMDAN feature-generation time, and estimated end-to-end time, following established
practice for reporting the efficiency of deep neural networks [37]. This separation is important because the
neural predictor can be compact while the causal CEEMDAN feature-generation step still contributes non-
negligible latency.

For stochastic training, component-isolation neural models were evaluated across five random seeds
where applicable. Paired seed-level tests were then used to determine whether small metric gaps were larger
than seed-level variation. Persistence and Ridge-AR-30 were deterministic or convex linear baselines and
therefore have no seed-level standard deviation.

2.5 Evaluation Metrics

Prediction accuracy was evaluated using the coefficient of determination (R?), root mean square
error (RMSE), mean absolute error (MAE), and mean absolute percentage error (MAPE). Higher R?
indicates better goodness-of-fit, whereas smaller RMSE, MAE, and MAPE indicate lower prediction error.
These metrics remain standard in forecasting studies, although MAPE requires careful interpretation near
zero values [38]. For numerical stability, MAPE was computed with the absolute denominator clipped at
e =1 x 1075, consistent with the evaluation code used to generate all reported results. Because the NOy
sequence occasionally approaches very low NOy levels (minimum 0.1267 in the reported NOy units), MAPE
can be disproportionately affected by a small number of near-zero samples; it is therefore reported only as a
secondary indicator, and RMSE, MAE, and R are used as the primary basis for model comparison.

The experiments were implemented in Python 3.10.11 using NumPy 2.2.6, pandas 2.3.3, scikit-learn 1.6.1,
PyTorch 2.10.0 + cul30, EMD-signal 1.9.0 (imported as PyEMD), vmdpy 0.2 and matplotlib 3.10.8. Neural-
network timing was measured on an NVIDIA GeForce RTX 5090 GPU.

3 Results and Discussion

3.1 Data Continuity and Forecasting Task

Figs. 1 and 2 summarize the sample-wise causal prediction procedure and the Jan-Feb NOy sequence
used for model development. The upper panel of Fig. 2 shows that the sequence is continuous over the full
Jan-Feb span, with no missing values or timestamp gaps. The lower panel shows a dynamic 180 min interval
from the test segment, selected by the largest rolling standard deviation. Several abrupt rises and drops are
visible in this interval, which motivates testing whether multi-scale representations remain useful under a
strict 1 min-ahead setting.

Sequence continuity matters for both decomposition and evaluation validity: if missing-label intervals
or artificial discontinuities were present, both CEEMDAN and sequence modeling would be distorted. For
the present record this condition is met by the data themselves, because the Jan-Feb series is already gap-free
and evenly sampled at 1 min, so no gap filling or timeline repair was required.

The dynamic interval in Fig. 2 also shows why the task is not a purely smooth autoregressive problem.
Abrupt rises and drops play out over a few minutes, yet sit on top of a slower baseline drift. Such behaviour
is typical of MSW incineration, where short-lived combustion disturbances and operating adjustments
coincide with furnace and flue-gas thermal inertia.

Figs. 1and 2 therefore define the data setting for the causal evaluation: fast local fluctuation is embedded
within slower process evolution, but every feature used for prediction must still be generated without
future observations.



Rev Int Métodos Numér Calc Disefio Ing. 2027;43(1):14 9

3.2 Effect of Decomposition Protocol on Reported Accuracy

The decomposition protocol had a larger effect on the reported performance than the differences among
many neural architectures. Full-series CEEMDAN produced R* = 0.9798 and RMSE = 3.4332, and block-wise
CEEMDAN still produced R* = 0.9745 and RMSE = 3.8587. Under the valid sample-wise causal protocol,
the same predictor obtained R? = 0.9357 and RMSE = 6.1210. This contrast quantifies the accuracy inflation
caused by decomposition-stage leakage and supports sample-wise causality as a minimum requirement for
decomposition-assisted forecasting; the numerical results are summarized in Table 2 and Fig. 4.

Table 2: Effect of CEEMDAN decomposition protocol on 1 min-ahead forecasting accuracy.

Protocol R? RMSE MAE MAPE (%) Parameters
Full-series CEEMDAN 0.9798 3.4332 2.4732 2.3884 375,201
Block-wise CEEMDAN 0.9745 3.8587 2.7810 2.7235 375,201

Sample-wise causal CEEMDAN 0.9357 6.1210 4.4405 4.2837 375,201
@) (b)
0.121
0.980 6 -
0.98 + 0.975
. 0.96 1 le 44 3433 3.859
&~
0.94 1 0.936 5
2 4
0.92 1
1 T 0 1 1
Full-series Block-wise ~ Sample-wise Full-series Block-wise  Sample-wise
causal causal

Figure 4: Forecasting accuracy under alternative CEEMDAN decomposition protocols. (a) R? values for full-series,
block-wise and sample-wise causal decomposition; (b) Corresponding RMSE values.

These results set the conditions for all later comparisons. The full-series and block-wise scores corre-
spond to diagnostic leakage-biased decompositions rather than deployable online forecasts. All subsequent
model comparisons therefore use the sample-wise causal protocol.

3.3 Forecasting Performance under the Causal Protocol

The five-seed averages in Table 3 are treated as the primary evidence for model comparison. The
expanded benchmark indicates strong short-horizon autoregression. Persistence was clearly less accurate,
whereas Ridge-AR-30 reached R* = 0.9351 and RMSE = 6.1501, close to the best deep models. Among the
raw neural baselines, BILSTM gave the lowest mean RMSE (6.1342), followed by InformerLite (6.1389) and
GRU (6.1481). The proposed decomposition-fusion predictor was therefore interpreted as competitive and
parameter-efficient, not as the most accurate model on every metric.

The added GRU, TCN and Transformer-family baselines further clarify the benchmark pattern. GRU
and InformerLite achieved RMSE values close to BILSTM, TCN was less accurate on average, and the
standard Transformer did not improve on the stronger recurrent baselines. This pattern is consistent with a
60 s univariate task in which the recent raw sequence carries most of the next-step predictive information.
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Table 3: Expanded benchmark results under sample-wise causal evaluation.

Model Runs R? RMSE MAE MAPE (%) Parameters Feature Type
BiLSTM 5 0.9354 + 0.0003 6.1342 + 0.0121 4.4462 4.284 1,261,441 Raw
LSTM 5 0.9349 £ 0.0003 6.1608 + 0.0124 4.4662 4.3027 464,833 Raw
GRU 5 0.9351 £ 0.0002  6.1481 £ 0.0114 4.4647 4.3023 353,281 Raw
BiGRU 5 0.9350 + 0.0001 6.1564 + 0.0047 4.467 4.3086 964,609 Raw
TCN 5 0.9314 £ 0.0025 6.3224 + 0.1132  4.6011 4.4208 64,257 Raw
Transformer 5 0.9345 + 0.0003 6.1792 + 0.0149 4.4871 4.3209 271,201 Raw
InformerLite 5 0.9353 £ 0.0006 6.1389 + 0.0282 4.4479 4.2911 348,161 Raw
CEEMDAN- Decomposition
RawFusion-Attn 5 0.9343 + 0.0008 6.1873 + 0.0391 4.4921 4.325 375,201 P .
. + raw fusion
-InformerLite
EMD-RawFusion- 0.9348 £ 0.0005 6.1648 + 0.0248 4.4749  4.3176 375,201 Decomposition
Attn-InformerLite + raw fusion
EEMD-RawFusion- Decomposition
Attn 5 0.9346 + 0.0006 6.1733 + 0.0265 4.4915 4.3273 375,201 P .
. + raw fusion
-InformerLite
VMD-RawFusion- 0.9348 £ 0.0007 6.1640 + 0.0308 4.4865  4.3291 375,201 Decomposition
Attn-InformerLite + raw fusion
Ridge-AR-30 1 0.9351 6.1501 4.4549 4.2889 31 Raw autoregressive
Persistence 1 0.9145 7.0602 5.0873 4.925 0 Raw autoregressive

Note: Neural models are reported as five-seed mean and standard deviation where applicable. Persistence and Ridge-
AR-30 are deterministic references and therefore have no seed deviation.

The decomposition comparison gives a similar result. With the same RawFusion-Attn-InformerLite
predictor, VMD, EMD, EEMD and CEEMDAN produced RMSE means of 6.1640, 6.1648, 6.1733 and 6.1873,
respectively. The decomposition-assisted variants therefore remained close to the leading raw-sequence
baselines under sample-wise causal evaluation. The main distinction among the decomposition methods was
computational cost: CEEMDAN had the highest feature-generation time in the tested setting, whereas EMD
and VMD provided lower-cost alternatives.

Fig. 5 compares the full test segment and a local highly dynamic interval using representative models
from the structured benchmark. Across the entire test set, all representative models follow the overall NOy
trend; the differences are most visible near local turning regions.

The turning-point behaviour in Fig. 5 illustrates the local dynamics captured by the representative
models. Local differences are visible near rapid reversals, but the five-seed statistics in Table 3 show that the
leading models remain within a narrow accuracy range.

3.4 Accuracy-Complexity and Runtime Feasibility

Fig. 6 reports the accuracy-complexity comparison for a representative subset of the neural benchmark
in Table 3. The R? values of the strongest neural models cluster tightly, whereas their parameter counts
differ widely. Together with the Ridge-AR-30 result in Table 3, this result indicates that recent autoregressive
information accounts for most of the 1 min-ahead predictability. Accuracy and complexity are therefore
interpreted jointly in the following analysis.
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This trade-off has two levels. At the neural-predictor level, the proposed Attn-InformerLite predictor
uses 375,201 trainable parameters, 70.26% fewer than the 1,261,441 parameters of BiLSTM, but it incurs a
small reduction in five-seed mean accuracy (Table 3). Its predictor-only inference time is 0.0082 ms/sample,
63.6% lower than BiLSTM’s 0.0225 ms/sample (Table 4). At the full-pipeline level, causal CEEMDAN
feature generation raises the end-to-end runtime to 55.9954 ms/sample. The practical advantage is therefore
predictor-level compactness and lower predictor-only latency, not lower end-to-end latency; the measured
full-pipeline latency nevertheless remains well below the 60 s forecasting interval.

Table 4: Parameter count, model size, and runtime breakdown.

Weight Predictor CEEMDAN  End-to-End

M 1 P Devi
ode arameters (MB) (ms/sample) (ms/sample) (ms/sample) evice
BiLSTM 1,261,441 4.8120 0.0225 0.0000 0.0225 Cuda
CE'RF'Att,n' 375,201 1.4313 0.0082 55.9872 55.9954 Cuda
InformerLite

Note: Predictor-only latency and CEEMDAN feature-generation latency are reported separately to distinguish neural-
predictor compactness from full-pipeline runtime. For 14,194 validation-plus-test samples, the estimated total times
are 0.32 s for BiLSTM predictor inference, 0.12 s for proposed predictor-only inference, and 794.8 s for the proposed
end-to-end CEEMDAN pipeline.

Recent boiler-intelligence work argues that a prediction model earns its place on site through tun-
ability, optimization compatibility, and operational usefulness, not through accuracy alone [39,40]. Read
against that benchmark, the proposed model fits cases where leakage-controlled decomposition and mode-
level representation are valuable and a feature-generation cost near 56 ms is acceptable. For latency-first
deployments, the raw BiLSTM and Ridge-AR-30 baselines provide lower-computation alternatives.

3.5 Control Use and Interpretation Limits

These results carry two practical implications for deployment. First, sample-wise causal decomposition
should be treated as a basic requirement for decomposition-assisted industrial forecasting. Whole-segment
decomposition can produce attractive but invalid test scores, whereas the causal protocol keeps feature
generation within the data available at the forecast issuing time.

Second, compact attention-based encoders can be competitive for short-horizon industrial forecasting,
but their advantage is horizon- and data-dependent. In this univariate one-step task, attention did not
consistently improve the recurrent baselines, and Ridge-AR-30 was already close to the best neural models.
The role of attention here is compact sequence weighting and compression within the causal-fusion predictor.

The present study stops short of that optimization loop. It contributes a forecasting component with a
causally valid prediction protocol and moderate neural complexity, leaving the coupling to controller tuning
and plant-side validation to later work.

For control use, the proposed method fits as an upper-layer advisory forecasting module. The horizon
is 1 min and the measured end-to-end runtime stays well below this interval, so minute-level supervisory
use is feasible. CEEMDAN feature generation is the main latency component, whereas raw BiLSTM and
Ridge-AR-30 represent lower-computation references. Iig. 7 sketches the deployment: an edge-side model
reads recent NOy measurements, issues a short-horizon inlet-NOj forecast, and passes it to the supervisory
ammonia-injection controller.
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Figure 7: Supervisory edge-deployment concept for SCR ammonia-injection assistance. The upper path shows online
NOy acquisition, edge-side 60 s forecasting and feedforward adjustment; the lower path shows measured NOy feedback,
SCR process response and ammonia-flow controller interaction.

3.6 Multi-Seed Stability and Limitations

Single-run comparisons can be sensitive to random initialization, especially when candidates are
close. Fig. 8 shows an accuracy-efficiency trade-off rather than accuracy parity or superiority. Across the five
seeds, the proposed model has a lower median R2 (approximately 0.9341 vs. 0.9355) and a higher median
RMSE (approximately 6.20 vs. 6.13) than BiLSTM; Table 3 likewise gives a five-seed mean R2 difference of
0.0011 (0.9343 vs. 0.9354). In return, its neural predictor reduces trainable parameters by 70.26% (1.26 million
to 0.38 million) and predictor-only inference time by 63.6%, as reported in Table 4. The end-to-end runtime
remains governed by causal CEEMDAN feature generation, so the efficiency claim is confined to model size
and predictor-only inference.
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Figure 8: Five-seed prediction stability of BILSTM and CEEMDAN-RawFusion-Attn-InformerLite. (a) R* distribu-
tions across five random seeds; (b) RMSE distributions across five random seeds. Filled markers denote individual
seed-level runs; unfilled circular markers denote boxplot outliers.

In Fig. 8, each marker corresponds to one random seed. The box summarizes the interquartile range,
the central line gives the median, and unfilled circles indicate observations outside the whisker range under
the standard boxplot rule.

The experiments use a single Jan-Feb SCR inlet NOy dataset from one industrial case. Rolling-origin
evaluation improves temporal stability assessment within this sequence, while additional months, plants,
pollutants and auxiliary process variables would extend the cross-condition evaluation. This scope is
consistent with the main focus on leakage-controlled decomposition and short-horizon forecasting within
the available plant record.
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These results support a causality-valid forecasting protocol built around a compact predictor and
benchmarked against explicit short-horizon references. Model value at the plant level depends on more
than isolated accuracy: transparency, reproducibility, runtime feasibility, and compatibility with operational
constraints all matter.

The study has four main limitations. First, the current dataset is univariate and does not include
auxiliary process variables such as furnace load, oxygen concentration, temperature, ammonia flow or waste
composition. Second, the experiments were conducted on one plant and one Jan-Feb segment, so cross-
period and cross-plant behaviour requires additional datasets. Third, runtime was measured on a GPU
workstation rather than on an industrial controller or edge gateways; field-side CPU load, memory footprint
and deployment stability require separate testing. Fourth, the study evaluates predictive performance rather
than hardware-in-the-loop or plant closed-loop control performance.

The reported R* values apply to this plant NOx sequence, which was used without deletion, imputation,
or clipping and with only training-set-fitted normalization; the accuracy is therefore attributable to the
models and the causal protocol rather than to any data-cleaning step. Experiments on additional seasons,
other pollutants, and multivariable sensor sets would further quantify robustness.

A natural next step is to couple the forecasting module to an optimization layer and a supervisory control
platform, in line with recent combustion-intelligence work [39,40]. That step would test whether the leakage-
controlled predictor can support plant-side ammonia-injection decisions under real control constraints.

3.7 CEEMDAN Parameter and Window Sensitivity

A separate sensitivity screen was conducted with a Ridge readout on sampled training and validation
windows to limit the cost of CEEMDAN parameter screening. For each trial-history combination, Fig. 9
reports the lowest validation RMSE across the screened maximum-IMF settings and the corresponding
feature-generation cost. The lowest sampled Ridge RMSE occurred at D = 240 min with trials = 4 and
maximum IMF count = 4, but this setting also required more feature-generation time than D = 120 min. This
result belongs only to the Ridge sensitivity screen. The main neural benchmark used D =120 min throughout,
including Fig. 3b, Table 3, and the runtime analysis.

The sensitivity result shows the expected trade-off: longer historical windows can slightly reduce Ridge-
screen error, whereas feature-generation cost increases with history length and trial count. The CEEMDAN
history length, trial count, and IMF cap should therefore be reported together with the causal protocol and
runtime budget rather than treated as universally optimal constants.

3.8 Rolling-Origin Temporal Generalization

Rolling-origin validation, a standard out-of-sample testing scheme for forecasting models [41], was
used to probe stability beyond a single fixed chronological split within the Jan-Feb sequence. Across four
folds, CEEMDAN-RawFusion-Attn-InformerLite reached mean R? = 0.9420 and RMSE = 6.5273, against
mean R? = 0.9407 and RMSE = 6.6535 for BiLSTM. The two models alternated in local ranking across folds,
indicating similar temporal stability on this sequence. Additional seasonal, plant-level and pollutant-level
datasets would further test the transferability of this pattern.

3.9 Complexity and Runtime

Fig. 10 and Table 4 summarize this distinction. The complexity analysis separates neural-predictor
compactness from end-to-end computational cost. The InformerLite predictor is smaller and faster than
BiLSTM in predictor-only inference (0.0082 vs. 0.0225 ms/sample), whereas causal CEEMDAN feature
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generation dominates the full pipeline at approximately 55.99 ms/sample. For the combined validation and
test sets (14,194 samples), the estimated predictor-only times are 0.32 s for BILSTM and 0.12 s for the proposed
predictor, while the full proposed pipeline including CEEMDAN feature generation is approximately 794.8 s.
The present implementation is therefore best described as parameter-efficient at the predictor level, with
end-to-end runtime mainly governed by the causal decomposition step.
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Figure 9: CEEMDAN trial and historical-window sensitivity screened with Ridge readout. (a) Validation RMSE across
sampled trial-history settings; (b) Corresponding feature-generation cost. Dashed lines bracket D = 120 min used in
the main neural benchmark; D = 240 min is retained only as a sensitivity condition.
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4 Conclusion

This study presented a leakage-controlled decomposition forecasting protocol for short-horizon SCR
inlet NOy prediction in MSW incineration. The main methodological result is that each decomposition
feature must be generated only from information available at the prediction time; otherwise, full-series or
block-wise decomposition can substantially inflate reported accuracy.

The expanded benchmark with GRU, TCN, Transformer-family —models and
EMD/EEMD/VMD/CEEMDAN comparisons shows that the strongest mean accuracy is obtained by raw
short-horizon autoregressive models. CEEMDAN-RawFusion-Attn-InformerLite remains close to these
leading baselines while using fewer neural-predictor parameters than BiLSTM. The end-to-end cost is
mainly controlled by CEEMDAN feature generation, which motivates future work on incremental or cached
causal decomposition.

Future work should extend the evaluation to additional operating periods, plants and pollutants. In
parallel, incremental or cached causal decomposition could reduce feature-generation cost, widen the margin
between end-to-end runtime and the forecasting interval, and ease deployment on plant-side hardware.
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