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ABSTRACT: This paper presents an exact security evaluation of a closed modulo-216 implementation variant of
the lightweight Add–Rotate–XOR (ARX) block cipher named MBRISI. We first resolve an arithmetic ambiguity in
the original specification: modulo-65,537 addition on 16-bit words may produce the unrepresentable value 65,536,
while representing its outputs by 16-bit overflow is non-injective. We construct distinct plaintext pairs that merge
after the first round and consequently produce identical ciphertexts. In contrast, modulo-216 addition is closed and
bijective over the 16-bit word space; therefore, all subsequent weak-key and equivalent-key results apply exclusively
to this implementation variant. We prove that addition by a fixed round key is affine over GF(2)16 if and only if the
key belongs to {0x0000, 0x4000, 0x8000, 0xC000}, in which case every XOR difference propagates deterministically.
Because this set is closed under the MBRISI round-key recurrence, weak initial subkeys make the complete ten-round
encryption mapping affine over GF(2)32. By modeling the rotation–XOR preprocessing as linear maps, we show that
their images equal the even-parity subspace, their kernels have dimension one, and every image element has exactly
two complementary preimages. These properties reduce exact weak-key counting and structural identification from 232

half-key-pair tests to O(215)word operations and yield exactly 236 universal weak master keys, representing 2−28 of the
key space. Such keys induce deterministic full-round differentials, while large equivalent-key fibers produce identical
round-key sequences and encryption mappings. Beyond MBRISI, the analysis yields a reusable audit framework for
clarifying arithmetic domains, characterizing exceptional addition constants and carry behavior, testing key-schedule
invariants, and guiding the secure design and evaluation of lightweight ARX ciphers.

KEYWORDS: Lightweight block cipher; ARX cipher; IoT security; differential cryptanalysis; weak key; deterministic
differential; equivalent key; key schedule

1 Introduction
The rapid growth of the Internet of Things (IoT) has led to the deployment of radio-frequency

identification tags, smart cards, wireless sensors, and embedded controllers in open or otherwise untrusted
environments. Such platforms often impose strict limits on memory, chip area, energy, and computational
throughput. Established block ciphers such as the Advanced Encryption Standard (AES) and Camellia
provide standard reference points for conventional block-cipher design [1,2]. In more constrained platforms,
lightweight cryptography instead seeks a practical balance between security, implementation footprint,
and performance.
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Add–Rotate–XOR (ARX) constructions are especially attractive because their basic operations map
efficiently to general-purpose processors and compact hardware. Representative ARX or ARX-like primitives
include SPECK, the Lightweight Encryption Algorithm (LEA), Skein’s Threefish tweakable block cipher, and
HIGHT (HIGh security and light weigHT) [3–6]. Their efficiency, however, does not remove the need for
careful cryptanalysis. Modular addition is nonlinear with respect to XOR, and carry propagation creates
dependencies across bit positions. When one operand is a round key, the differential behavior may depend
strongly on the key pattern. Recent work has refined the analysis of ARX components and their inter-
actions from differential, additive-differential, linear, differential–linear, rotational, and division-property
perspectives [7–13]. Classical differential cryptanalysis provides the broader framework for assessing such
propagation effects [14]. The classical Markov-cipher framework and more recent studies of its assumptions
further show that key-dependent differential propagation should not be treated as negligible [15–18].

Weak diffusion in either the round function or the key schedule can reduce a cipher’s effective
security margin. Differential attacks have been reported on lightweight designs such as SLIM, LCB, and
SHADOW [19,20]. Differential cryptanalysis has also been reported for PICO [21], while TEA and XTEA
provide classic examples of compact arithmetic/shift/XOR designs whose design and key-schedule evolution
are documented in [22–24]. MILP and related constraint-based methods are widely used to search differential
and related trails in bit-oriented and ARX primitives [25–28], while dedicated methods experimentally verify
difference-based trails [29].

MBRISI, used as the cipher name in the original publication, is a lightweight block cipher with a 32-bit
block and a 64-bit master key [30]. Its round function uses a key-dependent modular addition X ⊞ K as its
only nonlinear component, while all later round keys are generated recursively from the first two subkeys.
This combination makes MBRISI a useful case study for examining how exceptional modular-addition
constants interact with limited key-schedule diffusion.

The arithmetic domain must first be stated precisely. The original MBRISI description uses 16-bit words
but specifies addition modulo 65,537. The result 65,536 = 0x10000 cannot be represented in a 16-bit word
without an additional convention. This paper therefore analyzes the natural closed 16-bit implementation
in which addition is performed modulo 216. The round-function structure, key-schedule framework, block
size, and key size are retained, but this modulo-216 implementation is a distinct variant rather than an
algebraically equivalent form of the original modulo-65,537 construction. All weak-key and equivalent-key
claims below concern this implementation variant; the original modulo-65,537 description is considered
only in the arithmetic-domain clarification and the overflow-induced collision analysis of Section 6.1.

The main contributions are as follows.

1. Arithmetic-domain clarification and collision analysis. We compare mathematical modulo-65,537
addition, its 16-bit overflow representation, and modulo-216 addition. We show that modulo-65,537
arithmetic may produce an unrepresentable value, prove that 16-bit overflow handling is non-injective,
construct distinct plaintext pairs that collide after the first round, and delimit all subsequent weak-key
and equivalent-key analysis to the closed and bijective modulo-216 implementation variant.

2. Exact component-level characterization. We prove that

W = {0x0000, 0x4000, 0x8000, 0xC000}

is exactly the set of 16-bit constants for which x ↦ x + K mod 216 is affine over GF(2)16. Consequently,
every XOR difference propagates deterministically through modular addition for K ∈W .

3. Efficient weak-key identification and exact counting. We model the rotation–XOR preprocessing as
linear maps over GF(2), characterize their images, kernels, and preimage multiplicities, reduce exact
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counting and structural identification from 232 half-key-pair tests to O(215)word operations, and prove
that the universal weak-key class under Definition 1 contains exactly 236 = 68,719,476,736 master keys.

4. Full-round and key-equivalence consequences. We prove that every key in the identified class makes the
complete ten-round encryption mapping affine and quantify large equivalent-key fibers whose members
induce identical round-key sequences and encryption mappings.

5. Transferable ARX-like audit and design guidance. We distill the MBRISI analysis into a reusable work-
flow: clarify the implemented arithmetic domain, characterize exceptional addition constants and carry
behavior, linearize the surrounding preprocessing, test whether the key schedule preserves exceptional
sets, and inspect full-round differential behavior and equivalent-key fibers. The resulting methodology
also emphasizes the importance of operation placement, round constants, nonlinear schedule updates,
and multiword key mixing. This is a cipher-audit framework, not a claim that established designs such
as SPECK, TEA/extended TEA (XTEA), HIGHT, or LEA admit the same weakness.

The remainder of the paper is organized as follows. Section 2 specifies the modulo-216 MBRISI
implementation variant. Section 3 clarifies the arithmetic domain and reports an exhaustive comparison
of the alternative modulus interpretations. Section 4 analyzes deterministic propagation through the key-
dependent modular addition. Section 5 gives the exact weak-key characterization, linear-map structure,
and master-key count. Section 6 analyzes overflow-induced plaintext collisions and presents full-round dif-
ferential validation, equivalent-key experiments, and complexity results. Section 7 compares representative
ARX-like designs and formulates transferable audit and design guidelines. Section 8 concludes the paper.

2 Specification of the Modulo-216 MBRISI Implementation Variant
MBRISI was proposed as a lightweight block cipher with a 32-bit block, a 64-bit master key, and ten

rounds [30]. This section fixes the notation and describes the modulo-216 implementation analyzed in the
remainder of the paper.

2.1 Notation
Table 1 summarizes the notation. Bit positions are numbered from the least significant bit, which has

index 0.

Table 1: Notation used for the modulo-216 MBRISI implementation variant.

Symbol Description
P, C 32-bit plaintext and ciphertext

Li , Ri 16-bit left and right branches after round i
K 64-bit master key

SKi 16-bit subkey used in round i, 1 ≤ i ≤ 10
∥ Concatenation
⊕ Bitwise XOR

ROTLs Left rotation by s bit positions
⊞ Addition modulo 216

ΔX XOR difference between two values of X
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2.2 Encryption
The plaintext is parsed as P = L0 ∥ R0, where L0, R0 ∈ {0, 1}16. For 0 ≤ i ≤ 9, round i + 1 applies

Li+1 = (ROTL1(Li) ⊕ ROTL8(Li) ⊕ ROTL2(Li) ⊕ Ri) ⊞ SKi+1 ,
Ri+1 = Li .

(1)

The ciphertext is C = L10 ∥ R10. Fig. 1 illustrates the ten-round Feistel-like structure. Rotations and XORs
are linear over GF(2); the addition by SKi+1 is the only nonlinear operation with respect to XOR differences.

Figure 1: Encryption process of MBRISI.

2.3 Key Schedule
The 64-bit master key is rearranged into four 16-bit words. For a slice K[i∶ j], indices decrease from i to j:

kc1 = K[3∶0] ∥ K[19∶16] ∥ K[35∶32] ∥ K[51∶48],
kc2 = K[7∶4] ∥ K[23∶20] ∥ K[39∶36] ∥ K[55∶52],
kc3 = K[11∶8] ∥ K[27∶24] ∥ K[43∶40] ∥ K[59∶56],
kc4 = K[15∶12] ∥ K[31∶28] ∥ K[47∶44] ∥ K[63∶60]. (2)

The preprocessing maps are

q1 = kc1 ⊕ ROTL5(kc1), q2 = kc2 ⊕ ROTL3(kc2),
q3 = kc3 ⊕ ROTL5(kc3), q4 = kc4 ⊕ ROTL3(kc4).

(3)

The first two round keys are

SK1 = q1 ⊞ q2, SK2 = q3 ⊞ q4, (4)

and the remaining subkeys satisfy

SKi = SKi−1 ⊞ SKi−2, 3 ≤ i ≤ 10. (5)

Thus, the entire ten-round key sequence is determined by the 32-bit pair (SK1 , SK2). Fig. 2 summarizes
the key schedule.
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Figure 2: MBRISI key-schedule structure.

Algorithm 1 summarizes the recursive generation of SK3, . . . , SK10 from SK1 and SK2.

Algorithm 1: Generation of SK3, . . . , SK10

Require: SK1 , SK2
Ensure: SK3, . . . , SK10

1: for i = 3 to 10 do
2: SKi ← (SKi−1 + SKi−2)mod 216

3: end for
4: return SK3, . . . , SK10

3 Modulus Clarification and Experimental Comparison
The original MBRISI specification uses modulus 65,537 in a 16-bit word-oriented structure. For 16-bit

operands X and K, the result (X + K) mod 65, 537 may equal 65,536 (0x10000), which exceeds the 16-bit
representation range. Handling this overflow by 16-bit wraparound is also problematic. For K = 0x0002, the
inputs X = 0xFFFE and X = 0xFFFF produce 65,536 and 0, respectively, under modulo-65,537 addition; both
are represented as 0 after 16-bit overflow handling, so the resulting mapping is not bijective.

We therefore compare three interpretations: the mathematical operation M65537 = (X + K) mod 65,537,
its 16-bit overflow representation Mov, and M16 = (X + K) mod 216. For each representative key in Table 2,
all 216 input words were exhaustively tested. Here, N65536 counts results exceeding the 16-bit range, and Ndiff
counts differences between M65537 and M16.

Table 2: Exhaustive comparison of the three modulus interpretations.

K N65536 Ndiff ∣Im(Mov)∣ ∣Im(M16)∣

0x0000 0 0 65,536 65,536
0x0001 1 1 65,536 65,536
0x0002 1 2 65,535 65,536
0x8000 1 32,768 65,535 65,536
0xFFFF 1 65,535 65,535 65,536
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The experiment shows that modulo-65,537 is not closed over 16-bit words, whereas overflow-induced
wraparound may introduce collisions. In contrast, modulo-216 always gives 216 distinct outputs for a fixed
key and is therefore a well-defined 16-bit ARX operation. Moreover, for uniformly selected X and K, the two
mathematical operations differ with probability 65,535/131,072 ≈ 0.499992. Hence, modulo-216 is necessary
for the closed and bijective 16-bit implementation analyzed here. It defines a distinct implementation
variant rather than an equivalent form of the original modulo-65,537 construction. Except for the overflow-
induced collision analysis in Section 6.1, all subsequent theoretical and experimental results are limited to
the modulo-216 implementation variant.

4 Deterministic Differential Properties of X ⊞ K
For a fixed n-bit constant K, define

FK(x) = (x + K) mod 2n

and the XOR derivative in direction Δ by

DΔFK(x) = FK(x) ⊕ FK(x ⊕ Δ). (6)

A differential Δ → Γ has probability one if DΔFK(x) = Γ for every x. If this holds for every Δ, then every
derivative is independent of x, which is equivalent to FK being affine over GF(2)n .

Fig. 3 shows the component analyzed in this section. In MBRISI, the data-dependent input X is the
XOR of rotated state words and the opposite branch, while K is the round key.

Figure 3: Differential propagation through X ⊞ K.

For n ≥ 2, define

Wn = {t 2n−2 mod 2n ∶ t ∈ Z4} . (7)

For n = 16, this set is

W =W16 = {0x0000, 0x4000, 0x8000, 0xC000}.

Theorem 1: For every K ∈Wn, the mapping FK(x) = (x + K) mod 2n is affine over GF(2)n. Consequently,
for every input XOR difference Δ, the output difference DΔFK(x) is independent of x and occurs with
probability one.

Proof: Write K = t2n−2 with t ∈ {0, 1, 2, 3}. Addition by K leaves the lower n − 2 bits unchanged and adds t
modulo 4 to the two most significant bits. If these bits are denoted by (xn−1 , xn−2), the four possible maps are
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listed in Table 3. Each coordinate is an affine Boolean function of the input bits. The remaining coordinates
are identity maps, so FK is affine on all n bits. The XOR derivative of an affine mapping depends only on Δ,
not on x. ◻

Table 3: Affine action of the four candidate addition constants.

t K = t2n−2 Action on (xn−1 , xn−2) Derivative on (δn−1 , δn−2)

0 00 0n−2 (xn−1 , xn−2) (δn−1 , δn−2)
1 01 0n−2 (xn−1 ⊕ xn−2, xn−2 ⊕ 1) (δn−1 ⊕ δn−2, δn−2)
2 10 0n−2 (xn−1 ⊕ 1, xn−2) (δn−1 , δn−2)
3 11 0n−2 (xn−1 ⊕ xn−2 ⊕ 1, xn−2 ⊕ 1) (δn−1 ⊕ δn−2, δn−2)

Theorem 1 establishes that the four constants in W are sufficient for deterministic propagation of every
XOR difference. Section 5.1 proves the converse: no other 16-bit constant has this universal property. The
component-level result is therefore exact rather than a collection of selected probability-one characteristics.

5 Exact Universal Weak-Key Characterization
A weak-key definition based only on one probability-one differential would be too broad. Indeed, for

every K,

(x ⊕ 215) + K ≡ (x + K) + 215 (mod 216),

so ΔX = 215 always propagates deterministically. We therefore use the following stronger definition.

Definition 1 (universally deterministic round key): A 16-bit round key K is universally deterministic if, for
every XOR difference ΔX,

FK(x) ⊕ FK(x ⊕ ΔX), FK(x) = (x + K) mod 216,

is independent of x. Equivalently, FK is affine over GF(2)16. A 64-bit master key is a universal weak master
key if all its round keys satisfy this property. The count below is exact under this definition, but does not cover
broader characteristic-dependent weak-key classes.

5.1 Exact Characterization of Universally Deterministic Round Keys
Define

W = {t214 mod 216 ∶ t ∈ Z4} = {0x0000, 0x4000, 0x8000, 0xC000}. (8)

Theorem 2: The mapping FK(x) = (x + K) mod 216 is affine over GF(2)16 if and only if K ∈W .

Proof: Sufficiency follows from Theorem 1. For necessity, let K ∉W and write K = 2ru, where u is odd. Then
r = v2(K) ≤ 13. Set

m = 16 − r, Δ = 2r , y1 = 1 − u, y2 = 3 − u

modulo 2m , and let xi = 2r yi . Since y1 , y2 are even, toggling bit r adds 2r , and direct calculation gives

FK(x1) ⊕ FK(x1 ⊕ Δ) = 3 ⋅ 2r , FK(x2) ⊕ FK(x2 ⊕ Δ) = 7 ⋅ 2r .
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Thus the derivative for the same nonzero Δ depends on x, so FK is not affine. ◻
Hence W is exactly the set of 16-bit constants for which all XOR differences propagate deterministically

through modular addition.

5.2 Closure under the Round-Key Recurrence
Theorem 3: If SK1 , SK2 ∈W and

SKi = (SKi−1 + SKi−2)mod 216, 3 ≤ i ≤ 10,

then SKi ∈W for all 1 ≤ i ≤ 10.

Proof: For x = a214 and y = b214, with a, b ∈ Z4,

(x + y) mod 216 = ((a + b) mod 4)214 ∈W .

Thus W is an additive subgroup of Z/216
Z, and the claim follows by induction. ◻

Therefore, a master key is universally weak if and only if SK1 , SK2 ∈W .

Theorem 4: For every universal weak master key, the complete ten-round encryption mapping is affine over
GF(2)32. Consequently,

EK(P) ⊕ EK(P ⊕ ΔP)

is independent of P for every input difference ΔP.

Proof: Rotations, XORs, and the branch swap are linear over GF(2), while addition by each round key is
affine by Theorem 2. Hence every round, and therefore their ten-round composition, is affine. ◻

5.3 Image of the Rotation–XOR Transformations over GF(2)
For s ∈ {3, 5}, define

Ts ∶ GF(2)16 → GF(2)16 , Ts(x) = x ⊕ ROTLs(x).

Thus,

q1 = T5(kc1), q2 = T3(kc2), q3 = T5(kc3), q4 = T3(kc4).

Let

E = {q ∈ GF(2)16 ∶ q15 ⊕ q14 ⊕ ⋅ ⋅ ⋅ ⊕ q0 = 0} (9)

be the even-parity subspace.

Theorem 5: For s ∈ {3, 5},

ker(Ts) = {016, 116}, rank(Ts) = 15, Im(Ts) = E .

Every q ∈ E has exactly two complementary preimages, whereas no odd-parity word has a preimage.

Proof: The condition Ts(x) = 0 is equivalent to x = ROTLs(x). Since gcd(16, 3) = gcd(16, 5) = 1, each
rotation has one orbit on all 16 coordinates, so x is either 016 or 116. Rank–nullity therefore gives rank 15.
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Each input bit occurs twice in x ⊕ ROTLs(x), so every output has even parity and Im(Ts) ⊆ E . Both
spaces have dimension 15, hence they are equal. Each image element has ∣ker(Ts)∣ = 2 complementary
preimages. ◻

5.4 Exact Counting of Admissible q-Pairs
For w ∈W , define

Qw = {(q1 , q2) ∈ E 2 ∶ (q1 + q2)mod 216 = w}, Q = ⋃
w∈W

Qw .

Theorem 6: The exact number of admissible pairs is

∣Q∣ = 216 = 65536.

Proof: Fix q1 ∈ E . For wt = t214 ∈W , define

q2(t) = (wt − q1)mod 216, t ∈ {0, 1, 2, 3}.

These four words have the same lower 14 bits, while their two most significant bits run through
00, 01, 10, 11. Exactly two therefore have even parity. Since ∣E ∣ = 215, and the sets Qw are disjoint,

∣Q∣ = 215 ⋅ 2 = 216.

◻

5.5 Exact Number of Universal Weak Master Keys
By Theorem 5, each admissible q1 and q2 has two preimages, so every pair in Q lifts to four distinct

(kc1 , kc2) pairs. Hence

Nhalf = 4∣Q∣ = 218 = 262,144.

The pairs (kc1 , kc2) and (kc3, kc4) independently determine SK1 and SK2, respectively. Since

K �→ (kc1 , kc2, kc3, kc4)

is a permutation of the 64 master-key bits, no key is counted twice. Therefore,

Nuniv = N2
half = (2

18)2 = 236 = 68,719,476,736. (10)

The corresponding fraction of the 64-bit key space is

Nuniv

264 = 2−28.

6 Experimental Validation and Complexity
Section 6.1 examines collisions caused by the 16-bit overflow representation of modulo-65,537 outputs.

The remaining subsections validate the weak-key and equivalent-key properties of the closed modulo-216

implementation variant.
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6.1 Overflow-Induced Plaintext Collisions
Consider the 16-bit overflow representation

Mov(x , k) = ((x + k)mod 65,537)mod 216.

For any first-round subkey 2 ≤ k ≤ 216 − 1, define

x0 = 216 − k, x1 = 216 + 1 − k.

Although x0 ≠ x1,

Mov(x0, k) = Mov(x1 , k) = 0,

because x0 + k = 65, 536 overflows to zero in a 16-bit word, whereas x1 + k = 65, 537 ≡ 0 (mod 65, 537).
Let

A(L) = ROTL1(L) ⊕ ROTL8(L) ⊕ ROTL2(L).

For any L0, construct

Pj = L0 ∥ (A(L0) ⊕ x j), j ∈ {0, 1}.

Both plaintexts enter the state (0, L0) after the first round; hence

P0 ≠ P1 , EK(P0) = EK(P1),

independently of the remaining rounds and subkeys. Given either member of the pair and SK1, its colliding
counterpart is obtained by replacing x0 with x1, or vice versa, in the first-round input.

The experiment used SK1 = 0x0002, SK2 = 0x1357, and ten rounds, so x0 = 0xFFFE and x1 = 0xFFFF.
All ten constructed pairs produced identical first-round states and ten-round ciphertexts. Five representative
cases are shown in Table 4.

Table 4: Representative overflow-induced plaintext collisions.

L0 P0 P1 Common Ciphertext
0x1234 0x1234A754 0x1234A755 0xC08FC9CE
0x2345 0x23457143 0x23457142 0x4CD5C029
0x3456 0x3456103E 0x3456103F 0x32BC5B57
0x4567 0x456707E8 0x456707E9 0x50473FCE
0x5678 0x567872B9 0x567872B8 0xBDA1C149

Thus, overflow handling destroys injectivity: once two plaintexts merge after the first round, no
subsequent round can distinguish them. In contrast, addition modulo 216 is bijective for every fixed subkey
and does not admit this component-level collision.

6.2 Full-Round Differential Validation
Theorem 4 proves that every universal weak master key induces an affine ten-round mapping. The

following experiment serves as an implementation cross-check and comparison with ordinary keys.
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We selected 20 weak master keys and 20 ordinary random master keys. For each key, N = 216 plaintext
pairs satisfying P′ = P ⊕ ΔP, with ΔP = 0x00000001, were encrypted for r = 1, . . . , 10 rounds. We measured

p̂r =max
ΔC

#{P ∶ EK(P) ⊕ EK(P ⊕ ΔP) = ΔC}
N

(11)

and the number NΔ of distinct output differences. Table 5 reports averages over the 20 keys.

Table 5: Empirical differential propagation from one to ten rounds.

Rounds Weak-Key p̂r Random-Key p̂r Random-Key NΔ

1 1 6.748 × 10−1 10.00
2 1 1.930 × 10−1 663.50
3 1 7.383 × 10−2 10,625.60
4 1 3.986 × 10−3 38,210.70
5 1 8.362 × 10−4 58,414.30
6 1 1.694 × 10−4 64,349.75
7 1 5.188 × 10−5 65,435.35
8 1 3.204 × 10−5 65,529.70
9 1 2.213 × 10−5 65,535.20
10 1 2.213 × 10−5 65,535.45

For every tested weak key, p̂r = 1 and NΔ = 1 for 1 ≤ r ≤ 10, confirming the affine-composition result. In
contrast, the random-key maximum frequency decreases rapidly, and the ten-round experiment produces
on average 65,535.45 differences, close to the 65,535.5 expected for uniformly distributed 32-bit differences.

6.3 Equivalent-Key Collisions
The key schedule also admits equivalent master keys. Since SK3, . . . , SK10 are determined only by SK1

and SK2,

(SK1 , SK2) = (SK′1 , SK′2) �⇒ EK(P) = EK′(P) for all P. (12)

Moreover, Theorem 5 gives

Ts(x) = x ⊕ ROTLs(x) = Ts(x).

Thus, complementing any subset of kc1 , kc2, kc3, kc4 leaves every round key unchanged and gives at least
24 = 16 master-key representations of each reachable sequence.

For a fixed weak initial pair (SK1 , SK2) = (wa , wb) ∈W2, let H(w) = 4∣Qw ∣. The exact number of master
keys generating the same complete round-key sequence is

Nfiber(wa , wb) = 16∣Qwa ∣∣Qwb ∣ = H(wa)H(wb). (13)

Across the 16 weak initial pairs, the fiber size ranges from 1,908,990,864 to 7,635,264,400, with average
232. More generally, the encryption mapping is determined by the 32-bit pair (SK1 , SK2), so the nominal
64-bit key space induces at most 232 distinct mappings.
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For example, K = 0x0123456789ABCDEF and K′ = 0x012C456889A4CDE0 both generate

(SK1 , SK2) = (0x4E81, 0x7DB0).

No ciphertext mismatch was observed over 220 randomly selected plaintexts, confirming that the two
master keys implement the same encryption mapping.

6.4 Independent Exact Verification
The following checks independently confirm the analytical results.

1. All 216 inputs were tested for each K ∈W ; for every other constant, the derivative witness in Theorem 2
was verified.

2. The matrices and exhaustive enumerations of T3 and T5 both give rank 15, the even-parity image, and
two complementary preimages.

3. Admissible q-pairs were counted both directly in E and through canonical kc1 representatives, with
identical results for every w.

4. All 262,144 = 218 valid (kc1 , kc2) pairs were explicitly constructed and checked for uniqueness.
5. The master-key rearrangement was verified to be a permutation of all 64 bit positions.
6. All 16 initial pairs in W2 were verified to remain in W throughout ten rounds.

The exact counts for the four possible values of SK1 are summarized in Table 6.

Table 6: Independent exact counts for the four values of SK1.

SK1 = w ∣Qw ∣ Number of (kc1 , kc2) Pairs
0x0000 10,923 43,692
0x4000 16,383 65,532
0x8000 21,845 87,380
0xC000 16,385 65,540

Total 65,536 262,144

The counts satisfy

10,923 + 16,383 + 21,845 + 16,385 = 216, 4 ⋅ 216 = 218, (218)2 = 236.

All checks are exact under the universal deterministic definition; broader characteristic-dependent weak-key
classes are outside the present count.

6.5 Search Complexity
A direct search over all (kc1 , kc2) pairs requires 232 tests. The image-space method scans 215 elements of

E and tests four values in W , giving O(215)word operations for exact counting and structural identification.
Each admissible (q1 , q2) then lifts to four (kc1 , kc2) pairs.

The corresponding complexity comparison is summarized in Table 7.
The complexity bound concerns counting and structural identification. Explicitly outputting the 218 half

keys or 236 full weak keys necessarily requires time proportional to the output size.
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Table 7: Complexity comparison for one half of the key schedule.

Method Domain Complexity Purpose
Naive pair search All (kc1 , kc2) 232 Test every half-key pair

Image-space method q1 ∈ E , w ∈W O(215) Exact counting and identification
Preimage verification All 16-bit words O(216) Confirm images and multiplicities

7 Discussion

7.1 Security Implications for MBRISI
The results show that MBRISI’s security is strongly affected by the interaction between its key-dependent

modular addition and its key schedule. For round keys inW = {0x0000, 0x4000, 0x8000, 0xC000}, addition
by the round key is affine over GF(2)16. Because the remaining round operations are linear and the recurrence
preserves W , the expected nonlinear effect disappears throughout all ten rounds.

The universal weak-key class under Definition 1 contains exactly 236 = 68,719,476,736 keys, or 2−28 of the
nominal 64-bit key space. This fraction is small under ideal uniform key generation, but it remains relevant
for constrained deployments in which keys may be derived from low-entropy seeds, counters, serial numbers,
or incompletely mixed device-specific values.

The exact count is definition-dependent. It is complete for master keys whose every round addition
is affine for every XOR difference. It is not an exhaustive count of all keys that might support a selected
high-probability or deterministic trail. In particular, the difference 215 propagates deterministically through
addition by every 16-bit constant, so a definition based only on the existence of one deterministic difference
would be too broad to isolate a meaningful weak-key class.

The equivalent-key result exposes a separate and more general limitation. The complete encryption
mapping is determined by the 32-bit pair (SK1 , SK2), so there are at most 232 distinct mappings despite the
nominal 64-bit key length. Complement symmetry gives at least 16 representations of every reachable round-
key sequence. For weak initial subkey pairs, the exact fibers are much larger: about 1.91 to 7.64 billion master
keys, with average 232. The general complement symmetry is independent of membership in W .

7.2 Comparison with Representative ARX-Like Ciphers
Table 8 places MBRISI beside representative lightweight ARX or ARX-like designs. The comparison

focuses on structural features relevant to the present analysis rather than on implementation performance
or a complete security ranking.

Table 8: Structural comparison with representative ARX-like ciphers.

Cipher Round-Structure Relation Key-Schedule Feature
Relevant Here

Interpretation for This
Work

MBRISI

32-bit Feistel-like structure;
the only XOR-nonlinear

operation is addition by a
subkey

Four rotation–XOR words
produce SK1 , SK2; all later
subkeys follow a two-word

modular-addition
recurrence without round

constants

Exceptional addition
constants can be preserved
across all rounds; this is the
target analyzed in the paper

(Continued)
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Table 8 (continued)

Cipher Round-Structure Relation Key-Schedule Feature
Relevant Here

Interpretation for This
Work

SPECK32/
64 [3]

Same 32-bit block and
64-bit key profile; ARX

round function with
addition, rotation, and XOR

Recursive word mixing
includes the round index,

introducing
round-dependent

asymmetry

A close structural reference
point showing why the

weakness is not caused by
ARX operations alone

TEA/
XTEA [22–24]

Feistel-based
arithmetic/shift/XOR

designs with deliberately
simple implementations

TEA’s simple key schedule is
known to admit equivalent

keys; XTEA revised the
key-selection rule and

round-dependent indexing

A historical caution that
lightweight simplicity must
be accompanied by careful
key-schedule analysis; the
present MBRISI attack is

not asserted to apply to TEA
or XTEA

HIGHT [6]

Generalized Feistel design
using byte-oriented
addition, XOR, and

rotations

Whitening keys and subkeys
are expanded with

round-dependent constants

A lightweight comparison
in which explicit constants

help differentiate round-key
material

LEA [4]
Word-oriented ARX design

using modular addition,
rotations, and XOR

The key expansion uses
round constants and

rotation-dependent updates
of multiple words

A reference design with
substantially more

round-dependent variation
than MBRISI’s two-subkey

recurrence

Note: ARX, Add–Rotate–XOR; HIGHT, HIGh security and light weigHT; LEA, Lightweight Encryption Algorithm;
TEA, Tiny Encryption Algorithm; XTEA, extended Tiny Encryption Algorithm; XOR, exclusive OR. MBRISI and
SPECK are cipher names used without expanded forms in the cited publications.

The comparison supports two conclusions. First, MBRISI’s weakness should not be attributed to ARX
operations in general. The decisive issue is the combination of a key-dependent addition with a schedule
that maps a 64-bit master key to only two initial round keys and then preserves certain algebraic patterns.
Second, round constants, round-index injection, and multiword mixing do not by themselves prove security,
but they provide round-dependent asymmetry that is absent from the MBRISI recurrence.

7.3 Transferable Analysis Framework
The MBRISI case study suggests the following audit workflow for ARX-like block ciphers with key-

dependent modular additions.

1. Locate key-dependent nonlinear components. Identify operations of the form X ⊞ SKi , or related
addition–XOR structures, whose differential behavior may depend on the subkey.

2. Characterize exceptional constants. For each fixed addition constant, study the XOR derivative
DΔFK(x). Determine whether selected differences, or all differences, propagate independently of x.
Affine constants and probability-one derivatives should be characterized with necessity and sufficiency
whenever possible.

3. Linearize the surrounding preprocessing. Express XORs, rotations, and bit permutations as linear maps
over GF(2). Compute image, kernel, rank, and preimage multiplicities rather than enumerating the full
master-key space.
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4. Test preservation by the key schedule. Determine whether the exceptional subkey set is closed under
the recurrence or otherwise invariant across rounds. Round constants and nonlinear updates must be
included in this step.

5. Lift component properties to the full cipher. If the exceptional pattern survives, derive multi-round
or full-round consequences, including deterministic differentials and characteristic-dependent weak-
key classes.

6. Audit the master-key-to-round-key map. Measure the number of master keys mapping to the same
initial or complete round-key sequence. Nontrivial fibers reveal equivalent-key behavior even when no
deterministic differential is present.

This framework is informative for MBRISI-like designs, but its conclusions remain cipher-specific.
SPECK, TEA/XTEA, HIGHT, and LEA are included as reference points for structure and key-schedule
design; the paper does not claim that they contain the same weak-key class or exhibit the same weaknesses.

7.4 Design Recommendations
Future lightweight designs should avoid allowing a small, algebraically structured set of subkeys to

remain invariant across multiple rounds. More generally, the security impact of key-dependent modular-
addition placement and the interaction between carry-induced dependencies and adjacent rotations, XORs,
and branch updates deserve further systematic study in lightweight-cipher analysis. By identifying the excep-
tional round keys and proving that the MBRISI key schedule preserves them, this work exposes a concrete
structural weakness and contributes to addressing this analytical gap. Designers of similar constructions
should therefore exercise caution and consider incorporating round constants, stronger multiword key
mixing, and nonlinear key-schedule updates, together with explicit analysis of carry-induced dependencies
and equivalent-key classes.

8 Conclusion
This paper evaluated the arithmetic-domain and weak-key security of MBRISI. For the original

modulo-65,537 description, addition on 16-bit words may produce the unrepresentable value 65,536, and
its 16-bit overflow representation is non-injective. For any first-round subkey 2 ≤ SK1 ≤ 216 − 1, distinct
plaintexts can therefore be constructed that merge after the first round and yield the same ciphertext. In
contrast, modulo-216 addition is closed and bijective; all weak-key results in this paper concern only this
implementation variant.

Under Definition 1, we proved that W = {0x0000, 0x4000, 0x8000, 0xC000} is exactly the set of
constants for which fixed-key addition is affine over GF(2)16. SinceW is closed under the subkey recurrence,
weak initial subkeys make the ten-round encryption mapping affine and force deterministic propagation of
every XOR difference. The rotation–XOR maps have rank 15, image equal to the even-parity subspace, and
two complementary preimages per image word. Hence each key-schedule half has 218 valid choices, giving
exactly 236 = 68,719,476,736 universal weak master keys, or 2−28 of the key space. The image-space method
reduces exact counting from 232 half-key-pair tests to O(215) word operations.

Independent exhaustive checks confirm the analytical results. A fixed weak initial-subkey pair has
between 1,908,990,864 and 7,635,264,400 equivalent master keys, averaging 232, so the key schedule exhibits
both weak-key and equivalent-key deficiencies.

More broadly, the analysis suggests a reusable ARX-like audit strategy: clarify the arithmetic domain,
characterize addition derivatives and carry propagation, model surrounding linear operations, test key-
schedule closure, and inspect equivalent-key fibers. The results are cipher-specific, but they show that
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operation placement, round constants, multiword mixing, nonlinear schedule updates, and equivalent-key
resistance should be assessed together.
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